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Review: optimization problem

A1
—“Q Key idea: minimize training loss

1
TrainLoss(w) = Do Z Loss(z, y, w)
rain (-fi‘fgy)EDtrain

min TrainLoss(w)
weRd




Loss(z, 1y, w)

Review: loss functions

Regression Binary classification

4

Loss(x, y, w)

residual (w - ¢(x)) — vy margin (W - ¢(z))y



-g Algorithm: gradient descent-

Initialize w = [0, ..., 0]
Fort=1,...,T":

W <— W — 1)

- g Algorithm: stochastic gradient descent-

Initialize w = [0, ..., 0]
Fort=1,...,T"
For (x,vy) € Dirain:
w — w — 1. Vyloss(z,y, w)
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A regression example

Training data:

@ y  Loss(z,y,w) = (w- ¢(z) —y)°
1,0] 2 (wy — 2)?

1, 0] 4 (wy — 4)°

0,1] -1 (wg—(=1))

(w1 —2)* + (w1 = 4)* + (w2 — (=1))%)

L] =

TrainLoss(w) =






e Note that we've been talking about the loss on a single example, and plotting it in 1D against the residual
or the margin. Recall that what we're actually optimizing is the training loss, which sums over all data
points. To help visualize the connection between a single loss plot and the more general picture, consider
the simple example of linear regression on three data points: ([1,0],2), ([1,0],4), and ([0, 1], —1), where
o(x) = .

e Let's try to draw the training loss, which is a function of w = [wy, w2]. Specifically, the training loss is
(w1 — 2)% + (w1 — 4)? + (w2 — (—1))?). The first two points contribute a quadratic term sensitive to
wi, and the third point contributes a quadratic term sensitive to wy. When you combine them, you get a
quadratic centered at [3, —1].



Two components

Score (drives prediction):

w - (),

e Previous: learning chooses w via optimization

e Next: feature extraction specifies ¢(x) based on domain knowl-
edge
A .206K ¢ FTYR ,6E0 LXI& Iy AYLRNIIYyd NRtS Ay LINBRAOI
learning to set w. } )
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Organization of features

Task: predict whether a string is an email address

length>10 01

feature extractor fracOfAlpha :0.85
arbitrary! endsWith_com: 1

endsWith_org :0

Which features to include? Need an organizational principle...

Al SNBX 6S dzaSR 2dzNJ LINA2NJ {y26f SRIS (G2 RSUYS OSNII A
for detecting email addresses.
A But this is aehoc: which strings should we include? We need a more systematic way to go about this.



Feature vector representations

fracOfAlpha:0.85
contains_.a :0

contains_.@ :1

Array representation (good for dense features):
[0.85, 0, 0, 0, 0, 0, 0, 1, 0, 0, 0, 0, 0]
Map representation (good for sparse features):

{"fracOfAlpha": 0.85, "contains @": 1}



AT NN} é&a |ada8dzyS I UESR 2NRSNAy3 2F GKS TSI G dzN
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features are dense).

AT NNIea | NB SaLISOAlffe SY@hdSgulcaniale advantddea 2 F A&
of GPUSs).

A In computer vision applications, features (e.g., the pixel intensity features) are generally
dense, so array representation is more common.

Al 26 SOSNE 6KSY 6S KIFIGS ALI NBAGE O0FSs yv2y 1 SN
represent the feature vector as map from strings to doubledld § K SNJ G-dizey | UESTF
array of doubles.

A The features not in the map implicitly have a default value of zero. This sparse
representation is very useful in natural language processing, and is what allows us to
g2N)] SiSOGA@Ste 20SNJ GNARfftAZ2Zya 2F FSIFdadz2NBao

AInPython2yS g2dzZ R RSUYS | &aLI NBRS TFT&RIgidzZNE @SO021
{"endsWith.com": 1}.

A Maps do incur extra overhead compared to arrayand therefore maps are much slower
when the features are not sparse



Hypothesis class

Predictor:

fw(x) =w-¢(x) or sign(w-¢(x))

-e Definition: hypothesis class

A hypothesis class is the set of possible predictors with a fixed
¢(x) and varying w:

F={fw:wecR%




Feature extraction + learning

All predictors

Feature extraction

e Feature extraction: set F based on domain knowledge

e Learning: set f,, € F based on data



A Stepping back, we can see the two stages more clearly.
A First, weperform feature extractior(given domain knowledge) to specify
a hypothesis class F.
A Second, weverform learning(given training data) to obtain a particular
predictorf, N F.

ANotethatA ¥ (0 KS KeéelLlRuKSairia Oflaa oaLl OSo
then no amount of learning can help.

A So thegquestion when extracting features is really whether they are powerful
enough to express predictovghich are good.
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Irrelevant features).
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Can we obtain decision boundaries which are circles by using
t AYSIF NI OftFaaAUSNAK



u | inear in what?

Prediction driven by score:

w - ¢()
Linear in w? Yes
Linear in ¢(z)? VYes
Linear in 7 No! (z not necessarily even a vector)

-‘@' Key idea: non-linearity

e Predictors fy () can be expressive non-linear functions and

decision boundaries of z. | _ _ o
e Score w-¢(x) is linear function of w, which permits efficient

learning.




The answer Is yes.

At KAa YAIKEG aSSY LI NXR2EAOFf aAayOoS 48§

ANote that, linear refers to the relationship between the weight vector w and the
prediction score (not the input x, which might not even be a real vector),

Awhereas the decision boundary refers to how the prediction varies as a function
of X.
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Example: beyond linear functions

Regression: z € R,y € R

Linear functions:

o(x) =z
Fi={z—= wix+wax?: w; € R,wy =0}
Quadratic functions:

o(x) = [z, 7]

Jo = {x = i x + "LUQCCQ cwy € Rywy € R}



w DAGSY | UESR FSIFdGdz2NBE SEGNY OG2N) . T ¢
all predictordf,, obtained by sweeping w over all possible values.

w LT 6S dzaS .06E0 I EX GKSy ¢S 3ISi t Ay
the origin.

w | 26SOSNE ¢S gl yld (2 KIFI@S TFdzyOuAz2ya
monotonic). For example,
AAT 6S 61 yld (G2 LINBRAOUO a2yYS2ySQa KSI
body temperature
A there is a sweespot temperature (37 Cyvhere the health is
optimal; both higher and lower values should cause the
health to decline.
w LT 65 dA denwé getqualratidrttions that go
through the origin, which ara strict superset of the linear
functions, and therefore are strictly more expressive.



! Linear in what?

Prediction driven by score:

w - §(x)
Linear in w? Yes
Linear in ¢(x)? Yes
Linear in x7 No! (z not necessarily even a vector)

-‘Q' Key idea: non-linearity

e Predictors fy (z) can be expressive non-linear functions and

decision boundaries of . _ _ o
e Score w-¢(z) is linear function of w, which permits efficient

learning.




A It is important to remember that for linear predictors, it is the score

\\
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loss functionTrainLos@v) are lineain anything.
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Geometric viewpoint

1

L2
(;fJ(.’B) — [1:3713552&17% +$%]

How to relate non-linear decision boundary in x space with linear deci-
sion boundary in ¢(x) space?



An example task

€

Input z:
two consecutive messages in a chat
Output y € {+1,—1}:

whether the second message is a response to the first

Recall: feature extractor ¢ should pick out properties of x that might be
useful for prediction of y



=

4 .
} Question

What feature templates would you use for predicting whether the second
message Is a response to the first?

time elapsed

time elapsed is between ___and ___

first message contains ___

second message contains ___

two messages both contain ___

two messages have ___ common words




e Summary so far

e Feature templates: organize related (sparse) features

e Hypothesis class: defined by features (what is possible)

e Linear classifiers: can produce non-linear decision boundaries



A2 KId ¢6SQ@US aK2gy a2z FIN Aa GKI
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actually get quite a bit of mileage out of our-salled linear predictors.
AHowevera 2 YSUAYS&A ¢S R2y QU (1y2¢, 6KIGG FSI
A either because the predictioiask is nonintuitive or
AweR2Yy Qi KliBSUFARNS 2dzi 6 KAOK FSI {dzNB
A Sometimesye think we might know what features are gogdut then it
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A In the spirit of machine learning, SQR f A 1S G2 | dzi2YIl S i
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learning.

A In a sense, neural networkslow one to automatically learn the featuref a
f AYSIFNI Of F aaAUSNJ gKAOK NS 3ISINBR 02
specifying them all by hand.



Motivation

@

Input: position of two oncoming cars = = [z, 22|

Output: whether safe (y = +1) or collide (y = —1)

True function: safe if cars sufficiently far

y = sign(|z1 — 22| — 1)

Examples:
T y
1,3] +1
3.1  +1
[1,05] -1

A As a motivating example, consider the problem of predicting whether two cars at positions x1 and x2
are going to collide.

A Suppose the true output is 1 (safe) whenever the cars are separated by a distance of at least 1.



Decomposing the problem

Test if car 1 is far right of car 2:
hi=1[xy — z9 > 1]

Test if car 2 is far right of car 1:
ho = 1|z — z1 > 1]

Safe If at least one is true:

y = sign(hy + ha)

1,3 0 1 +1
3,1 1 0+l
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Learning strategy

Define: ¢(z) = [1, x1, x2]
Intermediate hidden subproblems:

hl — l[vl . q)(x) > O} vy =[-1,4+1, —1]

hz — 1[\"2 - Q)(ﬂ?) > 0} V2 = [_1!_1?_'_1]

Final prediction:

fv.w(z) = sign(wihy + wahs) w = [1,1]

-"‘Q' Key idea: joint learning

Goal: learn both hidden subproblems V = (v, v2) and combina-
tion weights w = [wq, wo]




A2S OFryogRSOYy®SLME MZ bLmM6 YR ©H I wbwms
accomplish this.
A Atahight S@St = ¢S twon@SedriS shgpSHRemahat of
predicting hl and h2.
A These two values are hidden
A inthesensethatt KSé& | NB y20 A4LISOAUSR (2 0S5
A They just need to be set in a way such that y is linearly predictable
from them.



Gradients

Problem: gradient of hi with respect to v is O
hl = 1[V1 . (,D(Qj‘) 2 0]

[whiteboard]

-,é Definition: logistic function

The logistic function maps (— oo, 00) to [0, 1]:

o(z) = (1+e*)7"

Derivative:

o'(2) = o(2)(1 = o(2))

Solution:
hi =a(vi - o(x))

CKSNEFT2NBZ ¢S RSUYS | FdzyOQuAz2y t23Aa0A0 FdzyOQuAzy
0], but has norzero gradients everywhere.



| inear functions:

L inear functions

score = W - ()



Neural networks

Neural network (one hidden layer):

Intermediate hidden units:
hj=o(vj-¢(x) o(z)=1+e?)"
Output:

score = w - h



A The logistic functioiis an instance of an activation function,
and is the classic one that was used in the past.

A¢CKSaS RIéas Yzald LIS2LXS dzasS | NBOUA
knownas N5 Oid A US R ReLY® S& KNA QK AAda ORSUY SR | &
RelLlWz) = max(z, 0)

A TheReLlhastwo advantages
AG@ AG& INIFRASYID R2SayQi OFyiriakK | a
empirically easier to train; and
A (ii) it only involves a max operation, which is
computationally easier to compute than the exponential
function.



Neural networks

Interpretation: intermediate hidden units as learned features of a linear
predictor

-:@' Key idea: feature learning

Before: apply linear predictor on manually specify features
¢(x)
Now: apply linear predictor on automatically learned features

h(x) = [hi(x),..., hi(x)]




Note on optimization

TrainLoss(w)

Linear functions Neural networks

(convex loss) (non-convex)

Optimization of neural networks is generally hard



e The noteworthy aspect here is that the activation vector h behaves a lot like our feature vector ¢(x)
that we were using for linear prediction. The difference is that mapping from input ¢(x) to h is learned
automatically, not manually constructed (as was the case before). Therefore, a neural network can be
viewed as learning the features of a linear classifier. Of course, the type of features that can be learned
must be of the form = — o(v; - ¢(x)). Even for deep neural networks, no matter now deep the neural
network is, the top layer is always a linear function, and the layers below can be interpreted as defining a
(possibly very complex) feature map.

e Whether this is a suitable form depends on the nature of the application. Empirically, though, neural
networks have been quite successful, since learning the features from the data with the explicit objective
of minimizing the loss can yield better features than ones which are manually crafted. Since 2010, there
have been some advances in getting neural networks to work, and they have become the state-of-the-art
in many tasks. For example, all the major companies (Google, Microsoft, IBM) all recently switched over
to using neural networks for speech recognition. In computer vision, (convolutional) neural networks are
completely dominant in object recognition.



Motivation

AThe Best learner is you

AGreat data miner

ABut the data needs to be presented in special form (visual+ sound)
ANot thousands of records (we do not work for that).



ASo how does the brain learns

ACan we make use of such knowledge
AReversed engineering

ATry to implement similar programs
AExample: recognizing patterns (e.g. letters)



Connectionist Models

Consider humans:
e Neuron switching time ~ .001 second
e Number of neurons ~ 10'°
e Connections per neuron ~ 1045
e Scene recognition time ~ .1 second
e 100 inference steps doesn’t seem like enough

= Much parallel computation



s A | | - - R i
| A signal propagating dowwn an axon to the cell body and dendrites of the next cell. &3
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Input Retina




APopular in late 1950s and 1960s
AThe XOR problem
ANot serious research for 17 years 196986



Motivation: loss minimization

Optimization problem:

1&{1111 TrainLoss(V,w)

1
TrainLoss(V,w) = Doar Z Loss(z,y, V, w)
train
(‘B!Q)E'Dtrain

Loss(x,y, V. W) = (y — fv,wlz ))?

fvw(z) = Zw (vj - ()

Goal: compute gradient

Vv w TrainLoss(V, w)



Approach

Mathematically: just grind through the chain rule
Next: visualize the computation using a computation graph

Advantages:

e Avoid long equations

e Reveal structure of computations (modularity, efficiency, depen-
dencies) — TensorFlow/PyTorch are built on this

In TensorFlow oPyTorchyou can write down the expressions symbolically and the gradient is
computed for you.
This is done essentially using the computational procedure that we will see.



Functions as boxes

out [function

dout dout dout
ading ding ding

\

Iny N N3

Partial derivatives (gradients): how much does the output change if an
input changes?

Example:

Let Out =2ip+in,*ing
How much does Out change if we increasgom ?
2(ing+ )+in*in;)=0Out+2 (the answer is 2 which is the amount of amplification)



AHow much does Out change is we changgdjn ?

A 2in+(in+ )*ing=Out+ n,

AThe answer i,



AHere are 5 examples of simple functions and their partial derivatives.
A These should be familiar from basic calculus.

Al ff 6SQUS R2YyS Aa LINBaASYl U0UKSY
A But it turns out that these simple functions are all we need to build

up many of the more complex and potentially scat@moking
Fdzy OUA2zya GKFEG 6SQfft SyO2dzyidSNJ



Basic building blocks

7]

8

max E]

I



ASuppose that

Ad=a+h
eARE
A=(040

ob

.@@



ay ay _ad

a=£)<£—8x1=e
aY_anad_ 1=
ab _ad ab 7€
aY_anBe_ ‘1= —d
dc de dc -

partial derivatives



Composing functiong

Losshinge (2, y, W) = max{1 — (w-o(x))y,0}

i r‘“

in

Chain rule:

dout __ dout Imid
din dmid  Jdin

For example, if a change in input amplifies mid by 2 and a change in mid 2 amplifies out by 5,
then a change in input amplifies out by 10.



Binary classification with hinge loss

1[1 — margin = 0

L

1 margin

Gradient: multiply the edges

—1[margin < 1]¢(2)y

Losshinge (%, ¥, w) = max{l — (w - ¢(x))y,0}



e Let us start with a simple example: the hinge loss for binary classification.

e In red, we have highlighted the weights w with respect to which we want to take the derivative. The
central question is how small perturbations in w affect a change in the output (loss). Intermediate nodes

have been labeled with interpretable names (score, margin).

e The actual gradient is the product of the edge-wise gradients from w to the loss output.



Backpropagation

Weights

Loss(z,y, w) = Z i o))y

Predicted Actual



Neural network

2
k
Loss(z,y, w) = (Z wio (v, - ¢(x)) — y)
=1

o 2 \ } : \

Vi () Vo o(x)

Here we are assuming that k=2.



Backpropagation

vy alz) v ()

-% Definition: Forward/backward values

Forward: f; is value for subexpression rooted at 7

Aout
af;

Backward: g; = Is how f; influences output




A Recall that to train any sort of model using gstochastipz]gradient descent, we need to
compute the %radl_ent of the loss (top output node) with respect to the weights (leaf
nodes highlighted in red).

A \We also saw that these gradients éoartial derivatives) are just the prodyct of the local,
RSNAGJGIF UALBSa o0dINBLSY addziv Ft2y3a GKS LI UK

A So we can just go ahead and compute these gradients: for each red node, multiply the
guantities on the edges.

A However, notice that many of the paths shawhpathsn common, so_.sometimes =~
UKSNBEQa |y LILIZ Nidzy Alue u2z2 al @S 0O2YLddzul 4 A

P

A To make this sharing more explicit, foreachnoley (G KS GNBSXI RSUYS
to be the value of the subexpression rooted at that tree, which depends on the inputs
underneath that subtree. For example, the parent node etarresponds to the
expression W Qi@ 0 E uf,Qdbe the KntBrmediate computations required to even
evaluate the function at the root.

A Next, for each nodeA 0KS U0UNBSI RS Ugishe th&dgsadient oOthes | NR
output with respect to f the forward value of node This measures the change that
would happen in the output (root node) induced by changes.to f

A Note that both fandg can either be scalars, vectors, or matrices, but have the same
dimensionality.



Backpropagation

—@ Algorithm: backpropagation

Forward pass: compute each f; (from leaves to root)

Backward pass: compute each g; (from root to leaves)




More on Backpropagation

Gradient descent over entire network weight vector
Easily generalized to arbitrary directed graphs

Will find a local, not necessarily global error minimum

— In practice, often works well
(can run multiple times)

Often include weight momentum «

Aw;j(n) = nb;zi; + alw; j(n — 1)
Minimizes error over training examples
— Will it generalize well to subsequent examples?

Training can take thousands of iterations — slow!

Using network after training is very fast



Notes on the activation function

Aln the hidden layer we must use a nonlinear function, such as the
sigmoid function, or thd&elufunction. Why?

ABecausef we do not, the hidden layer would not be useful.

AMultilayer neural networks with a linear activation functiery,
O(X):X (instead of the sigmoid function)

AAre equivalent to a single layer neural net
ACannot learn linearly inseparable problems



proof

% » O
2 ! 'Q/ O > 9
0 0

e y=W1-X)-W2

e y=(W1-W2)-X

e y=(W3)-X  whereW3=W1-W2

* 1.e. equivalent to one-layer neural net.

» used m the output layer for regression problems (not
binary classification).



Linearly Inseparable Problems

AE.gthe XOR problem

N L
_ P =
T e el



A little History

ADonald Hebb (1904985) was a psychologist wisought a new
picture of psychological life by looking at what might be going on In
the nervous systems of humans and animals as they acted and
learned.



Rosenblatt (1928972)

AWas the first to build a computer that modelled neural networks
called markl

AWas based on the ideas of Hebb
C the perceptron

Perceptronsare used as classifier systems
an image/pattern C category to which the pattern belongs



Marvin Minsky

ASAaf AlSR w2aSyofladdaQa ARSI &
ACoauthored a book (1969) that showed that the

are simple mathematical patterns that perceptrons
cannot do.

AThe effect on neural network research was
devastating.

AThe field did not really revive until the
psychologists Dave Rumelhart and Jay McClelland §
F2dzyR F'yasgSNhR (2 aAyaileée FyR
In 1986



Activation function for the output layer

AHowever for the output layer, the choice of the activation function
depends on the nature of the problem (the range of the function, we
are trying to optimize)

ASigmoid is suitable if the range is [0, 1] and for binary classification
problems.

AA linear function is suitable if not (for the house price for example).



Different Activation Function

 -ve of the Sigmoid function
e Data not cantered around O
e 1.e.0(0) =0 but o(0) = 0.5

e Jt 1s easier for neural nets to learn when the
data 1s centred around O



A better function

X — X

e
eX+e ™%X

e tanh(x) =0 1.e. centered around O

e Derivative of tanh(x) is (1 — tanh(x) 2)

 almost always perform better than the
sigmoid

—e

e tanh(x) =

* Sigmoid maybe used 1n output layer for
binary classification problems.



-ve of the sigmoid and tanh

Vanish gradient

for large values of net (around 10 or -10)
the derivative is 0 (e~ 19 = 0)

Slow learning,

— 1f the problem requires a range that 1s too small
(less than -10) or too large (larger than 10)



A better function

» The ratified linear unit (Relu)

e f(net) = max(0,net)

 More commonly used these days
e Centred around O

e Derivative
1 1f net>0
O otherwise

e Not differentiable at O but you can pretend it 1s O or 1 as
you like



AAnother alternative
ALeaky Relu = max(0.01x,x)
AGood if by chance the initial weights give net=0



= LOQISTIC Sigmdid
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More on Backpropagation

Gradient descent over entire network weight vector
Easily generalized to arbitrary directed graphs

Will find a local, not necessarily global error minimum

— In practice, often works well
(can run multiple times)

Often include weight momentum «

Aw;j(n) = nb;zi; + alw; j(n — 1)
Minimizes error over training examples
— Will it generalize well to subsequent examples?

Training can take thousands of iterations — slow!

Using network after training is very fast



Learning Hidden Layer Representations

Inputs Outputs

»‘l" "
A“ /& / )

QA" XX
’# ;;\W \‘/q&
4 ‘\‘ 'o"




A target function:

Input Output
10000000 — 10000000
01000000 — 01000000
00100000 — 00100000
00010000 — 00010000
00001000 — 00001000
00000100 — 00000100
00000010 — 00000010
00000001 — 00000001

Can this be learned?




Learned hidden layer representation:

Input Hidden Output
Values
10000000 — .89 .04 .08 — 10000000
01000000 — .01 .11 .88 — 01000000
00100000 — .01 97 .27 — 00100000
00010000 — .99 97 .71 — 00010000
00001000 — .03 .05 .02 — 00001000
00000100 — .22 99 .99 — 00000100
00000010 — .80 .01 .98 — 00000010
00000001 — .60 .94 .01 — 00000001




Training

00 Sum of squared errors for each output unit
0.8 | N
0.7
0.6
0.5
04
03
0.2
0.1

0

0 500 1000 1500 2000 2500

Notice that the sum squared error for each unit decreases as the gradient descent
procedure proceeds, more quickly for some output units and less quickly for others.



1
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1

Training

Hidden unit encoding for input 01000000

i B T
s, -
.
-
-
-

0 500 1000 1500 2000 2500

Notice that the network passes through different
encodings before converging to the final encoding.



Training

Weights from inputs to one hidden unit

0 500 1000 1500 2000 2500

Notice the significant changes in weights as
learning progresses. |



Convergence of Backpropagation

Gradient descent to some local minimum
e Perhaps not global minimum...
¢ Add momentum
e Stochastic gradient descent

e Train multiple nets with different inital weights

Nature of convergence
e Initialize weights near zero
e Therefore, initial networks near-linear

e Increasingly non-linear functions possible as training
progresses






