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Abstract

Patients are increasingly turning to large language models (LLMs) for health information, but the quality of patient-ori-
ented information remains uncertain. This article evaluated the performance of three major LLMs in answering clinically
relevant patient’s questions related to gingival recession. A descriptive comparative study was carried out utilizing twenty
standardized patient-centered questions related to gingival recession. Each question was submitted once to ChatGPT 5.5,
Gemini 3.5, and Claude Sonnet 5, generating 60 responses. Five board-certified periodontists independently evaluated
the responses using the validated Accuracy of Information (AOI) Index, a completeness scale, and expert preference
rankings. Word count and response generation time were also recorded. Non-parametric tests and generalized estimating
equations (GEE) were applied for statistical analysis, with statistical significance set at p<0.05. No significant differences
were found among the three LLMs in accuracy (p=0.993) or completeness (p=0.972). ChatGPT generated responses
significantly faster (median: 5.82 s) and with fewer words (median: 232) than Gemini (8.46 s; 438 words) and Claude
(14.61 s; 333.5 words) (both p<0.001). Expert preference rankings differed significantly (p=0.002): Gemini and Claude
were each ranked first in 38% of evaluations, compared with 24% for ChatGPT. For all three models, the highest accuracy
was observed in Post-treatment Care. The three LLMs offered broadly comparable levels of accuracy and completeness
when answering patient-oriented questions with respect to gingival recession. ChatGPT was faster and more concise, while
Gemini and Claude were more often preferred by the expert evaluators. These LLMs may be useful as adjuncts to patient
education, but they should complement rather than replace professional periodontal consultation.
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1 Introduction made them increasingly attractive to patients seeking for

quick medical and dental information. (Salehin et al. 2025;

Artificial intelligence (AI) improved the patient’s ability to
access healthcare information. (Hirani et al. 2024) Large
language models (LLMs), including ChatGPT (OpenAl),
Deep seek, Gemini (Google), and Claude (Anthropic), are
globally available and can produce responses related to
healthcare questions. (Huang et al. 2023; Wang and Zhang
2024) Distinct from traditional search engines, that require
users to access information from different sources, LLMs
provide direct answers in natural language. This feature has
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Sivaramakrishnan et al. 2025; Wang and Zhang 2024)

The increased use of Al chatbots facilitate the gather-
ing of patient’s information with respect to diseases etiol-
ogy, treatment options, and follow-up care prior they see a
healthcare professional. (Huang et al. 2023; Sivaramakrish-
nan et al. 2025; Tiwari et al. 2023) Although the LLMs has
promising potential for patient education, concerns remain
about the accuracy, completeness, consistency, and reliabil-
ity of its responses, particularly when patients may use that
information to guide clinical decisions. (Khan et al. 2023;
Schwendicke et al. 2020; Zhang et al. 2025a, b)

In dentistry, LLMs application has grown among special-
ties, including, endodontics, orthodontics, oral maxillofa-
cial surgery, prosthodontics, and periodontology. (Daragel
et al. 2024; Umer et al. 2024; Zhang et al. 2025a, b) Con-
temporary reviews have reported potential applications in
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patient education, clinical decision-making, and the inter-
pretation of clinical guidance. At the same time, these
reviews emphasize that Al-generated information should
not replace professional judgment because responses may
contain factual errors, outdated information, or incomplete
recommendations. (Umer et al. 2024; Zhang et al. 2025a, b)
Performance can also vary among LLMs depending on the
topic and clinical relevance, making repeated assessment
important as these systems are frequently updated. (Sivara-
makrishnan et al. 2025; Zhang et al. 2025a, b)

Gingival recession (GR) is a frequently observed clini-
cal condition characterized by apical shift of the gingival
margin pass the cemento-enamel junction, resulting in
root surface exposure. (Cortellini and Bissada 2018) GR
can increase dentin hypersensitivity, root caries, cervical
abrasion, plaque retention, esthetic issues, and affect oral
health-related quality of life. (Merijohn 2016) Prior peri-
odontal consultation, patients frequently seek for informa-
tion related to etiology, progression, treatment choices,
expected outcomes, postoperative care, and long-term prog-
nosis. As Al chatbots become another source of this infor-
mation, the quality of their responses becomes relevant to
patient understanding and treatment expectations.

Numerous studies have investigated the quality and accu-
racy of LLM responses to questions and inquiries asked by
patients. (Daragel et al. 2024; Sivaramakrishnan et al. 2025;
Zhang et al. 2025a, b) Systematic reviews typically dem-
onstrate acceptable level of clarity and precision, conclu-
sions differ according to the clinical domain and assessment
tools employed. (Albalawi et al. 2025; Ma 2025; Zhang et
al. 2025a, b) In periodontology, a study by Babayigit et al.
evaluated how effectively ChatGPT addressed frequently
asked questions. While the responses generally exhib-
ited high accuracy and completeness, inquiries regarding
gingival recession scored significantly lower in accuracy
than those related to other periodontal diseases. (Babayigit
2023) More recent comparisons of several LLMs have
found broadly similar objective accuracy, while differences
remain in presentation, comprehensiveness, readability, and
user preference. (Sivaramakrishnan et al. 2025; Zhang et al.
2025a, b)

Despite this growing body of work, a comprehensive
comparison of contemporary LLMs focused specifically
on patient-oriented information about gingival recession is
still lacking. Previous studies have also seldom considered
several outcomes together, including expert preference,
response generation time, response length, and performance
across specific clinical domains. Therefore, this study com-
pared ChatGPT, Gemini, and Claude with respect to accu-
racy, completeness, response generation time, response
length, expert preference, and domain-specific performance
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when answering standardized patient-centered questions
about gingival recession.

2 Methods
2.1 Study design

A descriptive comparative design was used to assess
responses generated by three artificial intelligence (AI)
models: ChatGPT 5.5 (OpenAl), Gemini 3.5 (Google),
and Claude Sonnet 5 (Anthropic). The study included 20
patient-oriented questions addressing gingival recession
(GR). (Supplement 1) The questions were developed using
patient education materials from the American Academy of
Periodontology (AAP), including its patient FAQ database,
as well as clinically relevant topics identified in the 2018
World Workshop consensus on mucogingival conditions
(Cortellini and Bissada 2018; Tonetti et al. 2025). Questions
addressing issues commonly discussed during periodontal
consultations were also included, particularly those related
to the causes, prevention, prognosis, and treatment of gin-
gival recession.

The initial set of questions was reviewed by two board-
certified periodontists, who discussed and modified the
questions until a consensus was reached. The final questions
were grouped into five clinical domains: (1) Assessment and
Diagnosis (Q1-Q4); (2) Efficacy and Outcomes (Q5-Q8);
(3) Complications and Management (Q9-Q12); (4) Post-
treatment Care (Q13—-Q16); and (5) Precautions and Clini-
cal Considerations (Q17—Q20). Each question was entered
separately into all three Al models, producing a total of 60
responses. To minimize the confounding effects of prompt
variability, the analysis was strictly restricted to the initial
response generated by each model.

All questions were submitted using the same computer
with a stable high-speed internet connection. The Al mod-
els were accessed through free access mode using standard-
ized browser setup (Google Chrome version 147) during
the data-collection period of (May 2026). Each question
was submitted independently in a new conversation, with
previous conversation history and browser cookies cleared
before each submission to minimize potential carryover
effects from earlier interactions. For each response, the gen-
eration time and total word count were recorded.

Five independent expert evaluators were recruited using
predefined eligibility criteria. All evaluators were required
to be full-time Assistant or Associate Professors in Peri-
odontics, Consultants in Periodontics, American Board-
certified in Periodontics, and have at minimum 3 years of
experience in the specialty. All five evaluators met these
requirements. Each response was independently assessed
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by all five evaluators, resulting in 300 evaluations for each
primary outcome measure.

2.2 Outcome measures

Once the responses had been collected, the three answers
to each question were provided to the expert evaluators
for assessment. The evaluators were blinded to the identity
of the Al model that generated each response. In addition,
the order in which the responses were presented was ran-
domized for each question to reduce the possibility of bias
related to response sequence or knowledge of the AI model.

Each evaluator assessed the responses using two primary
measures: (1) the Accuracy of Information (AOI) Index
(Daragel et al. 2024) and (2) a completeness score recorded
on a visual analog scale ranging from 0 to 10. To assess
each response, the AOI Index was utilized, an instrument
previously validated for measuring the accuracy of gener-
ated information (Daragel et al. 2024). The index consists of
five domains: factual accuracy, corroboration with scientific
evidence and guidelines, consistency, clarity and specific-
ity, and relevance. Each domain was assigned a score from
0 to 2, giving a possible total score of 0—10. Higher scores
indicated greater accuracy.

In addition to the AOI and completeness metrics, the
evaluators performed a comparative review of the three
responses for each item, assigning ranks from highest to
lowest quality according to their aggregate preference and
quality. This ranking was performed separately for each
question.

2.3 Statistical analysis

Statistical analysis was completed using the Statistical
Package for the Social Sciences (SPSS) software version 30
(Chicago, IL, USA). Descriptive statistics were summarized

Table 1 Descriptive table of study variables across three AI models

as mean, standard deviation, median, interquartile range
(IQR), frequency, and percentage. As the Shapiro—Wilk test
indicated that the quantitative data were not normally dis-
tributed, non-parametric tests were used. The Kruskal-Wal-
lis test was applied to compare quantitative variables across
more than two groups, and the Mann—Whitney U test was
used for pairwise (two-group) comparisons. The Chi-square
test was used to compare frequencies between groups. Uni-
variable Generalized Estimating Equations (GEE) were
used to evaluate the association of the study variables with
accuracy and completeness. A p value of <0.05 was consid-
ered statistically significant.

3 Results

The median accuracy of Gemini (8.40) was highest fol-
lowed by ChatGPT (8.30) and Claude (8.00). ChatGPT
showed highest median completeness (7.60) compared with
Gemini (7.30) and Claude (7.20). The generation time for
ChatGPT was least with a median generation time of 5.82 s,
while Claude showed highest generation time of 14.61 s.
The median word count for ChatGPT, Gemini, and Claude
was 232, 438, and 333.5, respectively. (Table 1)

The response to each question was ranked by five expert
evaluators. The response was graded with ranking range
from 1 to 3. The proportion of 1st rank for ChatGPT, Gem-
ini, and Claude was 24.0%, 38.0%, and 38.0% respectively.
On the other hand, the proportion for 3rd rank was greatest
in ChatGPT (49%) followed by Claude (27%) and Gemini
(24%). (Table 2)

With respect to study variables, statistically significant
difference was observed between the three Al models for
only two variables, that is, generation time and number of
words. ChatGPT took least time of 5.82 s followed by Gem-
ini (8.46 s) and Claude (14.61 s). The ChatGPT generated

Al Tool Min. Max. Mean SD Median IQR
ChatGPT Accuracy 4 10 8.10 1.72 8.30 6.55-9.85
Completeness 1 9 7.13 1.75 7.60 6.65-8.15
Ranking 1 3 1.75 0.82 2.00 1.00-2.00
Generation time 3.50 7.85 5.81 1.19 5.82 4.80-6.69
No. of words 153 412 249.10 68.53 232.00 198.25-298.75
Gemini Accuracy 5 10 8.21 1.45 8.40 7.10-9.15
Completeness 1 8.80 7.07 1.61 7.30 7.00-8.00
Ranking 1 3 2.14 0.78 2.00 2.00-3.00
Generation time 6.92 9.88 8.54 0.87 8.46 7.82-9.36
No. of words 285 581 440.45 74.10 438.00 407.00-486.00
Claude Accuracy 7 10 8.21 1.14 8.00 7.25-9.60
Completeness 3 9 7.21 1.40 7.20 6.25-8.00
Ranking 1 3 2.11 0.80 2.00 1.00-3.00
Generation time 11.91 17.50 14.57 1.50 14.61 13.23-15.64
No. of words 266 422 329.90 39.25 333.50 303.00-349.25
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Table 2 Distribution of ranking among three AI models

Ranking Categories N %
ChatGPT 1st (Best) 24 24.0
2nd 27 27.0
3rd 49 49.0
Gemini 1st (Best) 38 38.0
2nd 38 38.0
3rd 24 24.0
Claude 1st (Best) 38 38.0
2nd 35 35.0
3rd 27 27.0

least words (232) and Gemini produced the most words
(438). (Table 3)

Post-hoc analysis for variables generation time and num-
ber of words revealed statistically significant difference for
all pairwise comparisons. (p=0.001). (Table 4) The median
accuracy scores for all three Al models were highest for
“Post-treatment Care” domain. The least median accuracy
score for ChatGPT (7.3) and Gemini (7.7) was observed
for “Assessment and Diagnosis” domain. However, for
Claude, the least accuracy was recorded for “Efficacy and
Outcomes” domain (7.3). Regarding completeness, Chat-
GPT showed highest median score for “Post-treatment
Care” domain with 8.0 score. Gemini showed 7.5 median
completeness score for all domains except “Assessment
and Diagnosis” domain which showed lowest completeness
score of 7.1. Claude showed highest completeness score
for “Precautions and Clinical Considerations” domain (8.5)
(Table 5; Figs. 1 and 2).

The univariable GEE analysis of accuracy revealed an
OR of 1.08 for both Gemini and Claude in reference to Chat-
GPT. This OR is close to 1, indicating no meaningful asso-
ciation between the Al models and accuracy. Similarly, for
completeness, the OR for Gemini was 0.97 and for Claude
was 1.04. These ORs are near 1, which shows little differ-
ence. In addition, the association of the AI models with both
accuracy and completeness was statistically non-significant.
Regarding the domains, none showed a statistically signifi-
cant association with completeness. However, only the "
Post-treatment Care” domain showed a significant associa-
tion with accuracy, with a high OR of 4.04. (Table 6)

The Chi-square test reported statistically significant dif-
ference in the distribution of ranking categories across the
three tools (p=0.002). Both Gemini and Claude secured

Table 4 Post-hoc pairwise comparisons of response time and word
count between Al models

Pairwise comparison

ChatGPT Vs ChatGPT Vs  Gem-

Gemini Claude ini Vs
Claude
Generation time 0.001* 0.001* 0.001*
No. of words 0.001* 0.001* 0.001*

Mann Whitney U test, *statistical significance at p<0.05

first rank for 38% whereas ChatGPT was ranked first for
only 24%. The ChatGPT was ranked third for 49.0% and
while the Gemini and Claude were ranked third for 24% and
27% respectively (Table 7; Fig. 3).

Rankings were transformed into weighted scores which a
Ist rank was assigned 3 points, a 2nd rank assigned 2 points,
and a 3rd rank assigned 1 point. This scoring suggests that
a higher median indicates a more favorable preference.
Although all three tools shared a median score of 2.00, the
Kruskal-Wallis test revealed a statistically significant over-
all difference (p<0.001). Post-hoc Mann—Whitney U com-
parisons reported that ChatGPT rank score is statistically
significant different with both Gemini and Claude. In con-
trast, there was no statistically significant difference noted
between Gemini and Claude (p=0.81). (Table §; Fig. 4).

4 Discussion

The present study compared ChatGPT, Google Gemini, and
Claude in their responses to patient-oriented questions about
gingival recession. The three models performed similarly in
terms of accuracy and completeness, and none of the differ-
ences in these measures reached statistical significance. In
contrast, the models differed clearly in expert preference,
response generation time, and response length. Thus, the
main differences were not in the overall factual quality of
the information, but in how the information was presented.
A key finding was the lack of a significant difference in
accuracy or completeness among the three models. Median
accuracy scores were above 8/10 for all three systems, and
completeness scores were also relatively high. These find-
ings suggest that the models demonstrated relatively high
expert-rated accuracy for common patient questions about
gingival recession. This is in line with recent dental studies

Table 3 Comparison of accuracy, completeness, response time, and response length across Al models

Al tools ChatGPT Gemini Claude P value
Median IQR Median IQR Median IQR

Accuracy 8.30 6.55-9.85 8.40 7.10-9.15 8.00 7.25-9.60 0.993

Completeness 7.60 6.65-8.15 7.30 7.00-8.00 7.20 6.25-8.00 0.972

Generation time 5.82 4.80-6.69 8.46 7.82-9.36 14.61 13.23-15.64 0.001*

No. of words 232.00 198.25-298.75 438.00 407.00-486.00 333.50 303.00-349.25 0.001*

Kruskal Wallis test, *statistical significance at p<0.05
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Table 5 Domain-specific accuracy and completeness scores across evaluated AI models

Completeness
ChatGPT
Median

7.30

7.60

7.30

8.00

7.00

Accuracy

Claude

Gemini
Median
7.10
7.50
7.50
7.50

Claude

Gemini
Median
7.70
8.40
8.60
9.50
8.00

ChatGPT
Median

IQR

Median
7.20
7.20
7.00
7.00
8.50

IQR

IQR

IQR

Median
7.80
7.30
8.00
9.00
8.55

IQR

IQR

7.40-8.35 6.50-8.10 6.55-7.35 7.05-8.10

6.65-8.00

6.25-8.35

7.30
8.30

7.90
9.50

8.

Assessment and Diagnosis

Efficacy and Outcomes

6.25-7.85
4.00-7.75

6.35-8.80 7.05-8.00 6.35-8.10 5.90-8.50
2.50-8.15

5.75-9.80
9.00-10.00

6.93-9.75

6.65-9.20
4.60-9.85

2.40-8.30

7.25-9.50

Complications and Management

Post-treatment Care

7.00-8.00 6.00-8.75

7.00-8.00

5.75-8.75
7.00-8.50

8.00-10.00

8.25-10.00
6.45-10.00

6.50-9.00

7.50

7.03-10.00

90

Precautions and Clinical Considerations

reporting generally acceptable factual accuracy among lead-
ing LLMs, despite differences in response style. (Sivara-
makrishnan et al. 2025) Zhang et al. likewise reported high
comprehensiveness across several LLMs when answering
patient questions about gingival and endodontic conditions
(Zhang et al. 2025a). Taken together, these findings suggest
that contemporary LLMs may have a useful role in prelimi-
nary patient education, provided that professional oversight
remains available.

The expert rankings, however, did not follow the same
pattern as the accuracy and completeness scores. Gemini
and Claude were each ranked first in 38% of evaluations,
compared with 24% for ChatGPT (p<0.05). ChatGPT also
had a significantly less favorable weighted ranking despite
having similar AOI-based accuracy and completeness.
One possible explanation is that the AOI measures factual
quality, whereas expert preference can also be influenced
by organization, readability, flow, and the balance between
technical detail and patient-friendly language. Similar
observations have been reported in other studies in which
clinicians rated chatbot responses favorably because of their
structured presentation even when factual content was com-
parable. (Maruska et al. 2025) Objective accuracy measures
may therefore not capture every feature that affects clini-
cians’ overall preference.

A range of methods has been used to assess Al-gener-
ated healthcare responses. Previous studies have commonly
relied on expert ratings to examine accuracy, completeness,
and overall quality. (He et al. 2024; Singhal et al. 2023)
Other tools include DISCERN-AI, PEMAT-AI, Global
Quality Scores, and modified DISCERN, which assess
areas such as understandability, actionability, safety, and
educational value. (Garcia et al. 2024; Ghanem et al. 2024)
Readability has also been examined using measures such
as the Flesch-Kincaid Grade Level, Flesch Reading Ease,
Gunning Fog Index, and SMOG Index. (Garcia et al. 2024;
Ghanem et al. 2024; Grabeel et al. 2018; Tam et al. 2024)
In the present study, the AOI index was selected because
its domains closely matched the clinical focus of the ques-
tions. It assesses factual accuracy, corroboration with evi-
dence, consistency, clarity and specificity, and relevance.
(Daragel et al. 2024) These areas are particularly relevant
when responses include treatment instructions, contraindi-
cations, expectations, or safety information. The inclusion
of evidence corroboration is also useful given concerns
about hallucinations and unwarranted confidence in LLM-
generated content.

Response generation time and length differed substan-
tially between the models. ChatGPT was consistently faster
and produced shorter responses than Gemini and Claude.
Gemini generated the longest responses, whereas Claude
had the longest processing time. These differences may
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Table 6 Univariable GEE analysis of factors associated with accuracy and completeness
Accuracy P value Completeness P value
OR [95% CI] OR [95% CI]
Al Tool
ChatGPT 1.00 (reference) 1.00 (reference)
Gemini 1.08 (0.73-1.60) 0.70 0.97 (0.73-1.28) 0.84
Claude 1.08 (0.74-1.58) 0.69 1.04 (0.82-1.33) 0.75
Domain
Assessment and Diagnosis 1.00 (reference) 1.00 (reference)
Efficacy and Outcomes 1.15 (0.83-1.59) 0.40 1.00 (0.84-1.19) 1.00
Complications and Management 1.24 (0.48-3.23) 0.65 0.59 (0.21-1.72) 0.34
Post-treatment Care 4.04 (1.60-10.20) 0.01* 1.09 (0.68-1.74) 0.72
Precautions and Clinical Considerations 1.72 (0.58-5.06) 0.33 1.25 (0.92-1.69) 0.16

Univariable Generalized Estimating Equations (GEE) test, *statistical significance at p<0.05

Table 7 Distribution and comparison of expert ranking categories
across Al models

Ranking categories P value
Ist 2nd 3rd
N (%) N (%) N (%)
ChatGPT 24 (24.0) 27 (27.0) 49 (49.0) 0.002*
Gemini 38(38.0) 38(38.0) 24 (24.0)
Claude 38 (38.0) 35(35.0) 27 (27.0)

Chi-square test, *statistical significance at p<0.05

reflect variation in model architecture, inference strategies,
and optimization rather than differences in clinical knowl-
edge. Importantly, a shorter response is not necessarily less
useful, and a longer response is not automatically more

informative. For instance, Sezer et al. found no significant
relationship between response time and accuracy when com-
paring several Al models on dental specialty examination
questions. (Sezer and Aydogdu 2025) Very short answers
may leave out clinically relevant information, while overly
long responses may be difficult for patients to follow, partic-
ularly when health literacy is limited. In addition, Arslan et
al. similarly reported differences in response detail between
ChatGPT and Gemini despite comparable accuracy in
patient questions about refractive surgery. (Arslan and Usta
2025) The useful response, therefore, is not necessarily the
longest one; it is the one that delivers sufficient information
in a way that patients can comprehend. (Ayers et al. 2023).

60
50
40
30
20
10
0
ChatGPT Gemini Claude
M 1st (Best) ®m2nd 3rd
Fig. 3 Comparison of Al models ranking
Table 8 Ranking scores comparison across three AT models
Median IQR P value Post hoc comparison P value
Al Tool ChatGPT 2.00 1.00-2.00 0.001* ChatGPT vs. Gemini 0.001*
Gemini 2.00 2.00-3.00 ChatGPT vs. Claude 0.002*
Claude 2.00 1.00-3.00 Gemini vs. Claude 0.81

Kruskal Wallis test, Post hoc comparison with Mann Whitney U test*statistical significance at p<0.05
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The domain-specific findings provide another important
point. All three LLMs performed best in the Post-treatment
Care domain, and GEE analysis identified this domain as the
only category significantly associated with higher accuracy.
Batool et al. reported that LLMs could generate clinically
appropriate postoperative dental care instructions and sug-
gested that they may help reinforce patient education after
dental procedures, although clinician oversight remains
necessary. (Batool et al. 2024)

The stronger performance on post-treatment care may be
related to the standardized nature of this type of informa-
tion. In contrast, assessment and diagnosis require consid-
eration of individual factors such as recession classification,
periodontal phenotype, esthetic demands, smoking sta-
tus, and systemic health. These factors are difficult for an
LLM to assess without a clinical examination and patient-
specific information. (Kaplan and Akyol 2026) The results
therefore support the potential use of LLMs for educational
information more strongly than for individualized treatment
recommendations.

From a clinical perspective, these findings are relevant
because patients increasingly use Al chatbots before and
after dental appointments to learn about disease progres-
sion, procedures, and postoperative care. Clear and accu-
rate responses may improve understanding and reinforce
instructions. At the same time, using Al without profes-
sional interpretation could contribute to unrealistic expecta-
tions or inappropriate self-diagnosis which could potentially
have negative impact for patients. (Hager et al. 2024) Al-
generated information should consequently be considered
an educational aid rather than a replacement for clinical
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Gemini

Claude

examination or professional judgment. This view is consis-
tent with the broader dental Al literature, which supports the
use of LLMs to assist rather than replace clinician—patient
communication. (Rajan et al. 2026; Rokhshad et al. 2024;
Thorat et al. 2024)

Several limitations should be considered. First, only the
initial single-turn response to each standardized prompt was
assessed. In practice, patients may have multi-turn con-
versations with an LLM, and subsequent interaction could
change the accuracy or consistency of the information.
Second, although all five evaluators met strict clinical and
board-certification criteria, readability from the patient’s
perspective was not formally measured thus, may limit the
generalizability of the findings. Third, all questions were
written in English and were assessed by periodontists prac-
ticing within a single institutional setting, which may limit
generalizability to other languages and populations. Future
investigations would benefit from exploring longitudinal
patient-LLM interactions and evaluating informational
accessibility across populations with varying socio-educa-
tional backgrounds.

5 Conclusion

The three LLMs offered broadly comparable levels of accu-
racy and completeness when answering patient-oriented
questions with respect to gingival recession. ChatGPT was
faster and more concise, while Gemini and Claude were
more often preferred by the expert evaluators. These LLMs
may be useful as adjuncts to patient education, but they
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should complement rather than replace professional peri-
odontal consultation.

Supplementary Information The online  version  contains
supplementary material available at https://doi.org/10.1007/s44445-0
26-00247-8.
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